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Abstract

Electroencephalogram (EEG) is a critical tool for sleep staging and drug
discovery, enabling insights into brain activity across different sleep stages.
However, the cost and scarcity of annotated data, especially in the context of
EEG recordings from privately owned devices like the Dreem headband, pose
significant challenges. This project, inspired by recent advancements in com-
puter vision and natural language processing, focuses on the development of a
large EEG foundation model pretrained on extensive datasets of EEG record-
ings. The aim is to adapt this model for various downstream tasks, such as
sleep stage classification, leveraging learned features to accelerate model de-
velopment and enhance performance in settings with limited data, particularly
with Dreem-acquired data.

The project investigates two pretext tasks, contrastive learning and DINO
learning, which rely solely on EEG data for pretraining. For PSG sleep staging,
the model demonstrates a 3% drop in accuracy compared to fully supervised
models, despite being trained on only 5% of the annotated dataset. When
applied to Dreem data, the model achieves 77% accuracy, slightly lower than
the 85% accuracy of existing production models. Contrastive and DINO mod-
els yield similar downstream performances. Considering that the pretraining
dataset contains less than 1% Dreem-specific data, there is considerable room
for enhancement, showcasing the model’s potential for further fine-tuning and
optimization with more Dreem data.
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1 Introduction

1 Introduction
Electroencephalography (EEG) is a non-invasive method used to record the brain’s
electrical activity. By placing electrodes on the scalp, EEG captures the brain’s
electrical signals. EEG is widely used in both clinical and research settings for vari-
ous purposes, including diagnosing neurological conditions (like epilepsy), studying
brain function, and developing brain-computer interfaces (BCIs). In recent years,
there has been a growing interest in applying machine learning techniques to an-
alyze EEG data. The goal of such models is to interpret the complex patterns in
EEG signals for various applications such as identifying patterns that indicate neu-
rological disorders. Indeed, EEG data is a crucial tool in measuring and analyzing
sleep quality, as it provides direct insight into the brain’s electrical activity during
different stages of sleep.

In the long term, Beacon Biosignals plans to leverage EEG technology to en-
hance pharmacokinetics and pharmacodynamics studies. Beacon Biosignals aims to
gain detailed insights for drug discovery through the analysis of EEG. Given that
individuals spend about a third of their time sleeping, analyzing EEG during sleep
provides valuable information on a drug’s impact on the brain over extended peri-
ods. This approach not only improves our understanding of drug effects but also
supports more precise dosing strategies and better-informed clinical trial designs,
ultimately leading to better-targeted treatments and enhanced patient outcomes.

Currently, annotating an entire night of EEG data, which can last about 8 hours,
requires 30 minutes to 1 hour of manual work from clinicians. This process is not only
time-consuming but also costly, limiting its scalability. To address these challenges,
my project focuses on developing a foundation model for EEG data. Inspired by
recent advancements in machine learning, such as large language models (LLMs),
the project seeks to leverage large, unannotated EEG datasets to train a robust
foundation model. By doing so, the model will be adaptable to new tasks and
datasets, requiring less labeled data for fine-tuning. This approach promises to make
EEG analysis more scalable, cost-effective, and accessible, potentially transforming
research and clinical practices by enabling more efficient and comprehensive brain
activity monitoring.
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2 Context and objectives

2 Context and objectives

2.1 Polysomnography and Dreem Headband

Traditionally, EEG data is captured through polysomnography (PSG), a complex
process that requires the patient to be in a controlled clinical environment under
the supervision of a clinician. During PSG, multiple electrodes are placed across
the scalp, as well as around the eyes and on the body, to monitor brain activity, eye
movements, muscle tone, and other physiological signals. Each electrode records the
electrical potential at a specific location on the scalp. An EEG channel represents
the difference in potential between two electrodes. However, there is no universally
accepted standard for PSG montages, leading to significant variability in channels
across different PSG datasets. A widely used montage is the 10-20 system (see
Figure 2).

Figure 2: 10-20 system (Wikipedia)
Figure 3: PSG montage
on a patient (Wikipedia)

Beacon Biosignals has developed the Dreem Headband (Figure 4), a device de-
signed to simplify EEG data collection for at-home use, eliminating the need for
extensive equipment and clinician supervision. The Dreem Headband streamlines
the process by using fewer sensors. These include EEG sensors (A, B, C), an audio
sensor (D), and an accelerometer (E). Several studies have compared the EEG data
collected by the Dreem Headband with that of traditional PSG, demonstrating its
effectiveness in various applications [1].
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2 Context and objectives

Figure 4: Dreem 3 Headband Figure 5: Dreem comparison to PSG

2.2 From EEG signals to effective biomarkers for drug dis-
covery

The concept behind using EEG in drug discovery is to identify biomarkers that are
strongly correlated with specific diseases. Monitoring these biomarkers enables the
tracking of patients’ health status over time.

2.2.1 Sleep staging

A crucial step in deriving biomarkers from EEG recordings is annotating sleep stages
throughout the night. Typically, an overnight recording is segmented into non-
overlapping 30-second intervals, each referred to as an "epoch." Every epoch is
then classified into one of five sleep stages according to American Academy of Sleep
Medicine (AASM) scoring rules [2]:

• NREM Sleep (Non-Rapid Eye Movement Sleep):

– Stage 1 (N1): The initial transition from wakefulness to sleep, charac-
terized by a decrease in alpha waves (8-13 Hz) and an increase in theta
waves (4-8 Hz).

– Stage 2 (N2): A light sleep stage, identifiable by the presence of sleep
spindles (12-16 Hz bursts) and K-complexes (sudden sharp waves) in the
EEG.
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2 Context and objectives

Figure 6: Dreem data and hypnogram visualization

– Stage 3 (N3): Also known as deep sleep or slow-wave sleep (SWS), this
stage is marked by a dominance of delta waves (0.5-4 Hz) and is essential
for physical restoration and memory consolidation.

• REM Sleep (Rapid Eye Movement Sleep): During REM sleep, the EEG
pattern resembles wakefulness with mixed frequency and low-amplitude waves.
This stage is associated with vivid dreaming and is crucial for emotional reg-
ulation and memory processing.

Traditionally, these sleep stages are annotated by clinicians. However, human
annotators are prone to inconsistencies, which can impact the accuracy of sleep
stage classification. To reduce these errors, datasets often use multiple annotators
for each recording, with the final label for each epoch determined by consensus. In
cases of poor signal quality, some data may be left unlabeled to avoid inaccurate
classification due to the degraded signal.

2.2.2 Examples of biomarkers

A hypnogram, which represents the sequence of sleep stages for each epoch through-
out the night, is then used to compute various biomarkers. Some examples include:

• Sleep Latency: The time taken to transition from wakefulness to sleep.
Longer latency can be an indicator of insomnia [3].

• Latency to persistent sleep: The total time from "lights off" to the first
sleep epoch that lasts for at least 10 consecutive minutes, which provides
insight into how quickly a patient settles into sustained sleep [3].

• Sleep Fragmentation Index: A measure calculated by dividing the number
of awakenings and transitions to Stage 1 sleep (from Stages 2, 3, or REM) by

CS × ENS-PS Master thesis 8



2 Context and objectives

the total sleep time in hours. High sleep fragmentation index correlate well
with diseases such as Sleep apnea [4].

• Presence of Sleep-Onset REM Periods (SOREMP): The occurrence of
REM sleep shortly after falling asleep is often related to narcolepsy [5].

2.3 High level goals of the project

This project focuses on the development of a foundation model for EEG data and its
thorough evaluation. A foundation model is trained on a large and diverse dataset
to learn general data features. At Beacon, foundation models serve two primary
purposes:

1. To speed up the development of new models for specific tasks by offering a
pretrained model that can be fine-tuned on smaller datasets. We also expect
these models to improve the performance of existing models by providing a
better initialization point.

2. To offer meaningful data representations that can be used for exploration and
visualization.

The foundation model paradigm is gaining prominence in the machine learning
community. As computing power increases, models tend to grow in size, leading to
improved performance. However, this also results in greater data requirements. The
foundation model approach mitigates this by starting from a pretrained model that
can be fine-tuned for specific downstream tasks. Additionally, foundation models
can generate useful data representations, providing valuable insights into subjects
or pathologies.

A pretrained foundation model is expected to exhibit the following properties:

1. Generalization: The model should generalize to unseen data due to its training
on a large, diverse dataset.

2. Transferability: The model should be adaptable to a variety of downstream
tasks with minimal fine-tuning.
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3 Literature review

3 Literature review
Self-supervised learning is a machine learning approach where models are trained
on large amounts of unlabeled data by leveraging a pretext task. In this method,
the model learns to predict certain aspects of the data itself, such as missing parts
or context, from the data’s inherent structure. The goal is to generate useful rep-
resentations or features from the data without requiring explicit labels. Once these
representations are learned, they can be adapted or fine-tuned for specific down-
stream tasks using smaller labeled datasets. Models trained through this approach
are referred to as foundation models. This technique has been effectively used in
fields such as computer vision and natural language processing.

3.1 Sleep staging

Before diving into self-supervised learning, we first go through the literature on
sleep staging to get an idea of the architectures and the data. Indeed, supervised
classification is always the starting point of all more complex pipelines and serves
as a baseline.

Sleep staging approaches can broadly be categorized into two groups: expert
models and deep learning models. Expert models rely on handcrafted features, which
are then fed into traditional machine learning algorithms such as linear regression
models [6], decision trees [7], or ensemble methods [8]. These approaches have been
foundational but are increasingly outperformed by deep learning models, thanks to
advancements in computational power and the availability of larger datasets.

Convolutional neural networks (CNNs), widely successful in image analysis, have
also demonstrated their efficiency in sleep staging [9]. Architectures such as Deep-
SleepNet [10] employ multi-scale convolutions to capture information at various
resolutions. This model introduces the combination of convolution layers for fea-
ture extraction from raw EEG signals, which are then processed by recurrent neural
networks (RNNs). Building on this idea, SeqSleepNet [11] includes a preprocessing
step with Fast Fourier transform (FFT) to improve feature representation.

Inspired by the U-Net architecture [12] from computer vision, U-Sleep [13] adopts
an hourglass-shaped network that enforces multi-scale feature extraction across dif-
ferent stages. Notably, most previous models only use a single EEG channel as
input, potentially limiting classification performance. EEG data can be recorded
from various montages, and ignoring this diversity might lead to suboptimal re-
sults. RobustSleepNet [14] addresses this by applying attention mechanisms across
channels, allowing the network to handle varying channel configurations.

Guillot et al. [15] highlights important considerations regarding the data, par-
ticularly the effect of classifying multiple consecutive 30-second epochs, which has
been shown to improve accuracy by a few percentage points. Unlike image datasets,
where labels are generally more consistent, sleep stages are annotated by clinicians
based on standardized guidelines [2]. However, inter-annotator variability can bias
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the metrics [14]. To address this, many recent datasets are annotated by multiple
clinicians, with models being trained using a majority voting approach to ensure bet-
ter consistency. State-of-the-art models in sleep staging typically achieve accuracy
ranging from around 85% to 90% on various datasets.

3.2 Time series foundation models and self-supervised learn-
ing

There are very few works that have applied self-supervised learning to time series
data and even less to EEG data. Moreover, most published works were not in a
top-tier conference or journal which hints us not to rely too much on these works.

Banville et al. [16] present self-supervised learning pretext tasks for EEG data,
focusing on the relative position of EEG segments, demonstrating how self-supervised
learning can yield meaningful representations for downstream tasks. A straightfor-
ward pretext task involves sampling two 30-second windows and predicting whether
the time between them is greater or less than 5 minutes. They also conclude that a
typical EEG data length of 5 minutes is optimal for self-supervised tasks. Mohsen-
vand et al. [17] explore contrastive learning on single channels of EEG data, reveal-
ing the value of augmentations and channel-specific feature learning. Contrastive
learning consists of training a model to bringing similar data points closer and push-
ing dissimilar ones apart in the feature space. They demonstrate that extracting
features from individual channels first, and then combining them for classification,
can be advantageous. Thapa et al. [18] build on this concept by training encoders
using contrastive learning across multiple modalities, including EEG, ECG, and
respiratory signals.

Eldele, Emadeldeen, et al. [19] and Das, Abhimanyu, et al. [20] take a dif-
ferent approach, scaling up the architectures and applying transformer models to
time series data. These works demonstrate the power of transformers with masked
inputs and autoregressive training. Additionally, the Neuro-GPT model [21] follows
a decoder-only transformer architecture for EEG. Foumani et al. [22] and Chaoqi et
al. [23] argue that generating time series is ineffective due to EEG’s low signal-to-
noise ratio, and therefore recommend using representation-based loss functions like
contrastive learning for training.

3.3 Literature on image foundation models and self-supervised
learning

Deeper insights into contrastive learning and self-supervised learning can be gained
from the computer vision domain. Indeed, time series are similar to text in the
sense that they are sequences of data. However, they are also similar to images in
the sense that they can be represented as 2D matrices while images can be repre-
sented as 3D matrices. The computer vision domain has seen a lot of progress in
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the last few years with the introduction of self-supervised learning tasks and the
transformer architecture. Moreover, self-supervised learning tasks in NLP are pre-
dominantly focused on masked language modeling and next token prediction. In
contrast, the computer vision domain has explored a wider range of approaches due
to the limitations of contrastive learning.

A significant portion of recent advancements in computer vision can be attributed
to contrastive learning in multi-modal settings. One of the most prominent examples
is CLIP [24], which is trained using contrastive learning on image-text pairs. This
enables the model to learn a unified representation of both modalities. As the first
model trained without explicit labels, CLIP achieves remarkable robustness and
captures highly meaningful feature representations.

SimCLR [25] sets a standard self-supervised pipeline which performs contrastive
learning with images alone. Further details will be provided in subsequent sections.
The performance of contrastive learning is highly dependent on batch size, as it
determines the number of negative samples used in the loss calculation. PIRL [26]
and MoCo [27] improve contrastive learning by utilizing queues of negative samples,
showing that this approach enhances performance by approximating the use of the
entire dataset as negative pairs. MoCo also introduces student-teacher training,
where the student learns to match the teacher’s predictions, with the teacher being
a moving average of the student. BYOL [28] eliminates negative pairs entirely,
demonstrating empirically that it avoids collapse. DINO [29] and its successor,
DINOv2 [30], build on these methods to achieve even higher performance.

3.4 On the evaluation of self-supervised learning

One major challenge in self-supervised learning is the absence of reliable metrics
to evaluate the quality of learned representations. The primary objective of self-
supervised learning is to capture meaningful data representations. Typically, the
effectiveness of these representations is assessed by using them as features in down-
stream tasks.

Typically, learned representations are evaluated through downstream tasks. Most
studies assess performance using both linear probing and k-NN classification. In lin-
ear probing, a linear classifier is trained on top of the learned representations, while
k-NN classification uses these representations as features for a k-nearest neighbors
classifier. Both metrics are advantageous as they require minimal computation and
do not depend on large labeled datasets. Papers often also evaluate transfer learn-
ing performance by fine-tuning on a small subset of the labeled dataset. For exam-
ple, many studies assess fine-tuning on 1% or 10% of ImageNet. This approach is
more computationally demanding and requires access to labeled data. Additionally,
fine-tuning must be done carefully to avoid degrading the quality of the learned
representations.

These derived metrics are task-specific, highlighting the need for more general
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Figure 7: Power laws in NLP with respect to compute time, dataset size and the
number of parameters [36]

evaluation methods. To address this, one approach is to examine the contrastive
loss, which aims to maximize the similarity between positive pairs and minimize
it between negative pairs. However, this alone does not ensure a well-structured
distribution of the learned representations. For instance, in a 256-dimensional em-
bedding space, the model may collapse into a smaller subspace. To address this,
uniformity metrics have been introduced [31, 32] to assess how well the embeddings
are spread across the space. Fang et al. [32] further demonstrated that their unifor-
mity metric could even be used as a regularizer, leading to improved representation
learning, though at the cost of slightly reduced model fitting. Unfortunately, these
studies reveal limitations, as uniformity does not necessarily indicate high-quality
representations. Park et al. [33] propose a metric based on the neighborhood of
each sample to assess the reliability of learned representations. They demonstrate
that this metric can effectively evaluate representation quality, rather than relying
solely on the loss function. RankMe [34] attempts to approximate the rank of the
embedding projection, with a higher rank indicating less collapse in the represen-
tation. LiDAR [35] focuses on estimating the linear probing performance of the
learned representations. More details on RankMe and LiDAR will be provided in
subsequent sections.

3.5 Scaling up architectures

Recent trends in machine learning focus on training larger models on increasingly
vast datasets. However, as training costs continue to rise, it becomes crucial to
optimize the efficiency of the training process. Various studies have explored the
scaling laws of models, investigating how to properly increase model size, dataset
size, and the number of training epochs. Whether applied to text [36], images [37],
or text-image contrastive models [38], these scaling laws follow similar patterns.

Kaplan et al. [36] laid the foundation for scaling laws with an in-depth study on
the scaling of large language models (LLMs).
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The main conclusions are:

• The test loss follows a power law in relation to model parameters, dataset size,
and compute power, as long as none of these factors is held constant.

• Only the total number of parameters matters; the width-to-depth ratio does
not significantly affect test loss for a fixed parameter count.

• Larger models are more sample-efficient.

• Increasing model size is more beneficial than training to full convergence.

• Model size has a greater impact on performance than dataset size.

CS × ENS-PS Master thesis 14
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4 Datasets
This section outlines the various datasets used throughout the project. The pre-
training dataset for the foundation model combines both PSG and Dreem EEG
data, with the aim of developing a generalizable foundation model that performs
effectively across both domains. For the downstream tasks, we utilize a PSG sleep
staging dataset, along with three dedicated Dreem datasets tailored for specific anal-
yses.

4.1 Foundation model dataset

The foundation model dataset is an aggregation of several datasets:

• MGH 2019 (Massachusetts General Hospital) [39]: A large dataset con-
taining various 10-20 EEG and PSG recordings in multiple formats/encodings.
It includes data from around 32k patients across different hospital depart-
ments, covering the period from 2009 to 2018.

• Clean-Sleep: An aggregation of multiple studies where signals were anno-
tated for sleep staging. See next subsection for more details.

• Clean-Seizure: A subset of the MGH 2019 dataset that has been cleaned
and annotated for seizure detection.

• Temple University Hospital (TUH) [40]: An ongoing project that cur-
rently includes over 60,000 EEG recordings collected from 2002 to the present.

• Internal PSG dataset

• Dreem-Pretraining: Privately owned, unlabeled data captured using the
Dreem headband.

The datasets were cleaned such that recordings overlapping from several datasets
were not added. This project focuses solely on EEG data, although some studies
integrate other sensor types like EOG, ECG, EMG, snore audio, and heart rate
alongside EEG.

4.2 Downstream datasets

4.2.1 Sleep staging on PSG EEG: Clean-sleep dataset

The clean-sleep dataset is an aggregation of several PSG datasets that were cleaned
and annotated for sleep staging. It comprises:

CS × ENS-PS Master thesis 15



4 Datasets

Source dataset Approximate number of recordings Proportion of Total Dataset (%)
mgh2019 34,000 14.41%

mesa 2,000 0.85%
mnc 1,000 0.42%
mros 6,000 2.55%
shhs 9,000 3.81%

temple_seizures 200 0.08%
temple_events 10 0.00%

internal PSG dataset 182,000 77.12%
dreem-pretraining 1,000 0.42%

Total 236,000 100%

Table 1: Summary of foundation model dataset.

• MROS (MrOS Sleep Study) [41, 42]: Ancillary study focused on under-
standing the relationship between sleep disorders and falls, fractures, mortality,
and vascular disease in 2,911 men aged 65 or older. The data spans two sleep
study cycles: 2003-2005 and 2009-2012.

• SHHS (Sleep Heart Health Study) [41, 43]: A multi-cohort study aimed
at exploring sleep-disordered breathing and its cardiovascular outcomes. The
dataset includes 5,804 adults aged 40 and older, with two exam cycles (1995-
1998 and 2001-2003), and cardiovascular outcomes tracked until 2010.

• MESA (Multi-Ethnic Study of Atherosclerosis): The MESA (Multi-
Ethnic Study of Atherosclerosis) is a large medical research study involving
over 6,000 participants from diverse racial and ethnic backgrounds, including
African Americans, Latinos, Asians, and Caucasians. Launched in 1999, it fo-
cuses on the early stages of atherosclerosis and has since expanded its research
to brain and lung health, as well as the effects of factors like neighborhoods,
air pollution, sleep, stress, and nutrition on overall health.

• MNC (Mignot Nature Communications) [41, 44]: A study focused on
large-scale neural data collection.

The Clean-Sleep dataset consists of roughly 25,000 annotated nights from about
15,000 patients, with one annotation provided for each 30-second epoch.

4.2.2 Sleep staging on Dreem EEG

As previously mentioned, the Dreem EEG data is collected using the Dreem Head-
band, a device designed, developed, and maintained by Beacon Biosignals. A pri-
mary objective of Beacon’s device algorithm team is to maximize the performance
of models using this data. Consequently, models are validated and tested on this
dataset, making it critical to have a robust evaluation process. The Food and Drug
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4 Datasets

Administration (FDA) bases its regulatory decisions regarding the Dreem Headband
on the results derived from this dataset.

The Dreem dataset is an aggregation of various datasets, each corresponding to
a specific cohort from a particular study. For consistency, the test dataset remains
fixed across all studies. Evaluation follows a leave-one-out approach, with training
and validation performed on a combination of Dreem datasets with 294 recordings:
247 for training, 47 for validation. Testing is conducted on a dataset of 39 recordings.

The data format is consistent with PSG data, where each 30-second epoch re-
ceives an annotation for one of the five sleep stages. Each recording is annotated
by multiple clinicians, with the final label determined by majority vote. Clinicians
also have the option to mark stages as unknown or unclear when necessary.

4.2.3 On-head dataset

This EEG task was introduced at Beacon Biosignals to address the challenge of
distinguishing when the Dreem headband is not being worn, as the EEG signals in
such cases can resemble those from a properly worn headband. This issue arises
because the headband is used by patients at home without clinical supervision. To
develop and assess algorithms for detecting whether the headband is on the head,
Beacon Biosignals has annotated EEG data specifically for this task. Given the
scarcity of data, Beacon places significant emphasis on maintaining a fixed test set
for consistent evaluation. The dataset is divided into 235 recordings for training, 39
for validation, and 150 for testing, with the task framed as a binary classification
on 30-second epochs. The data also includes accelerometer time series and consists
of recordings from over 50 subjects, each lasting more than six hours.

4.2.4 Signal Quality dataset

Signal quality assessment is another task unique to Beacon Biosignals. This task
emerged from the observation that sleep staging algorithms perform poorly when
the input EEG signal is of low quality. To address this, Beacon annotated data to
develop and evaluate algorithms capable of predicting the signal quality. This is
also a binary classification task, but each EEG channel is individually labeled, with
labels corresponding to 2-second windows. The dataset comprises 1,200 hours of
labeled data.
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Task Class Count Total Proportion (%)

PSG Staging

REM 210,000

3,380,000

6.21%
NREM1 790,000 23.37%
NREM2 1,080,000 31.95%
NREM3 440,000 13.02%
Wake 750,000 22.19%

No Stage 2,200 0.07%

Dreem Staging

REM 46,000

370,000

12.43%
NREM1 14,000 3.78%
NREM2 110,000 30.81%
NREM3 44,000 11.89%
Wake 120,000 33.24%

No Stage 27,000 7.30%

On-Head Detection On Head 1,100 1,300 82.09%
Off Head 230 17.91%

Signal Quality Interpretable 17,000 32,000 53.48%
Uninterpretable 15,000 46.52%

Table 2: Summary of downstream dataset distributions.

5 Reference metrics and baselines
Before delving into the core of the topic, we begin with some preliminary work
to better understand the subject and establish a benchmark for what constitutes
an effective model. This section is divided into two parts. The first part presents
a preliminary study using fully supervised transformers to evaluate the model’s
performance on our data. The second part introduces a baseline experiment with a
self-supervised pipeline, demonstrating that pretraining a model on EEG data can
be beneficial for sleep staging.

5.1 Fully supervised sleep staging

Beacon Biosignals’ sleep staging models are primarily based on either RobustSleep-
Net [14] or U-Sleep [13], both of which are lightweight convolutional models without
restrictions on input length. Since self-supervised models typically require larger
architectures, we have narrowed the scope of this project to models that process
30-second epochs, similar to the approach taken in BIOT [23]. For a fair compari-
son, we are also training transformer models to perform sleep staging using a single
epoch of data, adopting the same architecture outlined in the BIOT paper, as de-
tailed in the next section. This serves both as a sanity check to confirm that the
transformer model can effectively process EEG data and as an opportunity to fine-
tune the transformer architecture for EEG analysis, key groundwork for subsequent
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Figure 8: BIOT tokenization procedure [23]

self-supervised pretraining studies.

5.1.1 BIOT transformer architecture for EEG data

We reimplemented the BIOT transformer architecture for the classification task,
following an approach similar to the Vision Transformer (ViT) paper [45], which
applies Transformer models to image data.

Tokenization. We follow the tokenization procedure of BIOT (Figure 8):

• Resampling: The EEG signal is resampled to 100Hz, resulting in a data shape
of (Nc, T ), where Nc is the number of channels, and T is the time dimension.

• Fourier Transform: We compute the Fast Fourier Transform (FFT) with
a 50% overlap, converting the signal into the frequency domain. This step
transforms the data to (Nc, T

′, Nf ), where T ′ represents the time bins (with
each bin corresponding to 1-second intervals of data), and Nf is the number
of frequency bins.

• Fully Connected Layer: A fully connected layer is applied along the fre-
quency axis, mapping the frequency representation into a hidden latent space,
resulting in (Nc, T

′, n_hid), where n_hid is the size of the hidden dimension.

• Channel Embedding: Channel embeddings are added to identify each chan-
nel.

• Positional Encoding: Positional encodings are included to retain temporal
ordering within the tokenized sequence.

• Flattening: The final tokenized representation is flattened, preparing the
input for the subsequent Transformer layers.

Architecture. The architecture follows an encoder-only transformer design. The
BIOT paper proposes utilizing a linear transformer, specifically the Linformer ar-
chitecture [46]. This approach is particularly useful since flattening the channel axis
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into the time axis can result in a large number of tokens when dealing with multiple
channels.

Let WQ,WK ,WV ∈ Rl1×l2 represent the query, key, and value matrices, re-
spectively. In Linformer’s self-attention mechanism, we approximate the softmax
attention matrix, which is of size N × N , using a low-rank factorization with ma-
trices E⊤ ∈ RN×d and F ∈ Rd×N , where d ≪ N . The output H ∈ RN×l2 is then
computed as:

H = Attention(XWQ,EXWK ,FXWV ) (1)

H = softmax
(
(XWQ)(EXWK)⊤√

l2

)
· FXWV (2)

This approach reduces the complexity of computing self-attention, as proposed
in the Linformer architecture, by compressing the attention matrix using the low-
rank approximation. However, it also reduces the expressiveness of the transformer
architecture.

Embedding reduction. There are two common approaches for obtaining the final
embedding:

• In BIOT, the final embedding is obtained by averaging all the tokens.

• In Vision Transformer (ViT) and BERT [47], a trainable [CLS] token is ap-
pended at the beginning of the sequence, and the output corresponding to this
token is used as the final representation.

For all subsequent experiments, we default to using the [CLS] token. This ap-
proach is the standard practice in both computer vision and natural language pro-
cessing tasks.

5.1.2 Experiments and results

The dataset used in this experiment is the Clean-sleep PSG staging dataset restricted
to 20,000 nights of polysomnography (PSG) data. The goal is to train a transformer
architecture from scratch in a fully supervised setting.

We began by setting up the transformer model using the parameters from the
BIOT paper, which served as our baseline. To enhance the model’s expressivity, we
switched to a vanilla transformer architecture, but we had to reduce the learning
rate from 0.001 to 0.0001 to prevent the model from failing to converge.

Next, we decreased the number of transformer layers from 6 to 4. This ad-
justment was necessary to address overfitting, which we observed with the deeper
architecture, and to accelerate the training process. While switching from average
pooling to using a CLS token slightly improved the model’s performance, it wasn’t
a major breakthrough.
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As the model started to overfit early in training, we introduced a cosine learning
rate scheduler with a warmup phase. This helped the model generalize better,
resulting in a noticeable improvement in accuracy.

To further scale up the model, we employed mixed precision training, allowing
us to increase the batch size from 512 to 1024 without running into memory issues.
This step contributed significantly to the accuracy boost.

Finally, we reduced the weight decay from 0.01 to 0.0001. The previous value
was too high, which likely prevented better fit of the data.

Configuration Change Accuracy (%)
Linear transformer, 6 layers, average pooling, batch size 64, Adam, lr 0.001, wd 0.01 63.14
Linear → Vanilla transformer, lr 0.001 → 0.0001 65.05 (+1.91)
6 layers → 4 layers, average pooling → CLS token 65.44 (+0.39)
+ cosine learning rate scheduler with warmup 67.00 (+1.56)
Batch size 512 → 1024, Adam → AdamW, lr 0.0001 → 0.001, + mixed precision (bf16) 75.65 (+8.65)
Batch size 1024 → 2048, wd 0.01 → 0.0001 77.89 (+2.24)

Table 3: Summary of configuration changes and corresponding accuracies.

5.1.3 Fully supervised with limited training data

We then report the accuracy on progressively smaller subsets of the dataset, using
10, 100, and 1,000 recordings, to compare against the full dataset results. Naturally,
this reduction leads to overfitting, so we apply early stopping to mitigate it. The
results are summarized in Table 4.

Number of Training Records Test Accuracy (%) Test Cohen Kappa
20,000 82.64 76.44
1,000 76.54 68.08
100 61.31 40.44
10 46.89 26.09

Table 4: Test results of fully supervised transformer across different training set
sizes.

5.2 A simple baseline: Relative positioning

Before exploring scaled-up architectures, we first conduct a preliminary study to fa-
miliarize ourselves with the self-supervised learning pipeline and establish a baseline
model for comparison. In this study, we employ a simple CNN backbone and train
it using the relative positioning pretext task [16].
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Figure 9: Relative positioning [16]

The pretext task. Relative positioning [16] is a straightforward yet effective pre-
text task used to train time series models to capture temporal features (Figure 9).
The task is controlled by three key parameters: τpos, the positive context threshold,
τneg, the negative context threshold, and T , the duration of a window. The pro-
cess involves sampling two windows, (x, x′), from an EEG recording, with respective
start times ti and t′i. If the absolute time difference between the windows satisfies
|ti − t′i| ≤ τpos, the pair is labeled as positive (y = 1). Conversely, if |ti − t′i| > τneg,
the pair is labeled as negative (y = −1).

The architecture. The goal is to train an embedding neural network, hΘ, to
extract useful temporal features. A linear layer, gRP , is simultaneously trained to
predict whether the two windows form a positive or negative pair. The loss function
used for training can be expressed as:

L(Θ, w, w0) =
∑

(x,x′,y)

log(1 + exp(−y[wT |hΘ(x)− hΘ(x
′)|+ w0]))

This approach encourages the model to learn representations that capture meaning-
ful temporal relationships in the EEG data.

Implementation details. The model architecture is a straightforward 3-layered
1D convolutional neural network (CNN). Each convolutional layer is followed by
max-pooling and ReLU activation. After the final convolutional layer, the feature
maps are flattened and passed through a linear projection layer. The network takes
as input a raw time series of 30 seconds from a single EEG channel and outputs a
latent vector of size 128. Three models are trained respectively with 10, 100 and
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1000 recordings during 300 steps with Adam and a learning rate of 0.001.

Evaluation on Clean-sleep dataset. We follow the evaluation procedure of most
self-supervised papers: getting downstream tasks metrics with a Knn classifier on
top of the embedding model. The evaluation of knn enables us to get an idea of
how well the model will perform on downstream tasks. Here, the downstream task
of interest is PSG sleep staging. The results of the Knn experiment are shown in
Figure 10.

Figure 10: Relative positioning Knn results for 10, 100, and 1,000 recordings

We also evaluate the models on linear probing with different annotated data regime.
Linear probing consists of freezing the pretrained encoder and train a linear layer
on top for the downstream task (Figure 11a).

(a) Relative positioning linear probing
results

(b) TSNE visualization of embeddings from
relative positioning

Figure 11: Relative positioning results visualization.

These experiments showed that relative positioning can effectively learn useful fea-
tures for sleep staging. With a simple Knn on top of the learned representation,
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we perform slightly worse than the transformer trained with full supervision on
1000 recordings. Linear probing is performing worse which can be explained by the
features not being linearly separable.

6 Method

6.1 Pretraining task

This section describes two pretraining pretext tasks, namely contrastive representa-
tion learning and DINO.

6.1.1 Contrastive representation learning

Contrastive representation learning is a self-supervised learning technique that aims
to learn useful feature representations by contrasting positive and negative pairs of
data. The primary goal is to bring similar (positive) examples closer in the em-
bedding space while pushing dissimilar (negative) examples further apart. Positive
pairs typically consist of different augmentations or views of the same data instance,
while negative pairs are created from different instances. The method encourages
the model to capture meaningful patterns in the data without requiring explicit la-
bels, making it especially useful in domains with limited labeled data. We base our
implementations on BIOT [23] and SimCLR [25].

Motivation for contrastive learning. Several studies [22, 23] advocate for con-
trastive learning over masked pretraining in EEG research. Masked pretraining, akin
to its use in NLP, involves predicting missing segments of time series data, which
may not effectively capture meaningful features due to high signal-to-noise ratios.
Contrastive learning, on the other hand, operates similarly to masked pretraining
by aiming to produce consistent representations even when parts of the input are
masked. Thus, contrastive learning serves as an adaptation of masked pretraining
for scenarios where direct prediction of missing segments is less suitable.

Contrastive representation learning pipeline. More specifically, the standard
approach to contrastive representation learning involves defining a transformation
function, T , that introduces variations to which the learned foundation model should
be invariant. From a given data point x, two distinct views, xi and xj, are generated
by applying different transformations from T . These views form a positive pair. The
model processes these views through an encoder f followed by a projection head g,
producing representations zi = g(f(xi)) and zj = g(f(xj)). The objective is to max-
imize the cosine similarity between these representations, encouraging the model to
learn invariant features (Figure 12).
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Figure 12: Contrastive representation
learning pipeline [25].

Figure 13: Similitude matrix of a batch.

InfoNCE loss. This is achieved using the Information Noise Contrastive Estima-
tion (InfoNCE) loss. The InfoNCE loss is designed to both maximize the similarity
between positive pairs and minimize the similarity with negative pairs. Let’s assume
we have a batch of n samples: x(1), x(2), . . . , x(n). For each sample x(k), we generate
two views x(k)

i and x
(k)
j , which form a positive pair. The encoded representations are

computed as z(1)i , z
(2)
i , . . . , z

(n)
i for the first view and z

(1)
j , z

(2)
j , . . . , z

(n)
j for the second

view.
For each positive pair z(k)i and z

(k)
j , the InfoNCE loss treats all other pairs in the

batch as negative samples. Therefore, for each sample z
(k)
i , there is 1 positive pair

and n − 1 negative pairs. The goal is to maximize the similarity between z
(k)
i and

z
(k)
j (the positive pair) while minimizing the similarity between z

(k)
i and z

(l)
j for all

l ̸= k (the negative pairs).
The InfoNCE loss is computed as follows:

L = −
n∑

k=1

log
exp(sim(z

(k)
i , z

(k)
j )/τ)∑n

l=1 exp(sim(z
(k)
i , z

(l)
j )/τ)

• sim(z
(k)
i , z

(l)
j ) is the cosine similarity between the representations of x(k)

i and
x
(l)
j , calculated as:

sim(z
(k)
i , z

(l)
j ) =

z
(k)
i · z

(l)
j

||z(k)i || ||z
(l)
j ||

• τ is a temperature hyperparameter that controls the sharpness of the distri-
bution.
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In this formulation:

• The numerator exp(sim(z
(k)
i , z

(k)
j )/τ) encourages high similarity between the

positive pair (z
(k)
i , z

(k)
j ).

• The denominator sums over all pairs, including both positive and negative
pairs, and serves to push apart negative samples by minimizing their similarity:

n∑
l=1

exp(sim(z
(k)
i , z

(l)
j )/τ)

The symetrized loss is expressed as:

L = −1

2

n∑
k=1

[
log

exp(sim(z
(k)
i , z

(k)
j )/τ)∑n

l=1 exp(sim(z
(k)
i , z

(l)
j )/τ)

+ log
exp(sim(z

(k)
j , z

(k)
i )/τ)∑n

l=1 exp(sim(z
(k)
j , z

(l)
i )/τ)

]

InfoNCE loss can be understood as an n-way classification task, where each
element in the batch is treated as a distinct class. The loss acts as a multi-class
cross-entropy, with the similarity matrix (Figure 13) serving as the logits.

It is also important to denote that with n being the batch size, for each batch,
there are n positive pairs and n(n−1) negative pairs. The contrastive tasks becomes
much harder with increasing batch sizes (see literature review).

6.1.2 DINO

DINO (Distillation with No Labels) [29, 30] is a self-supervised learning framework
designed to learn representations without the need for labeled data. It can be seen
as an extreme extension of Contrastive learning incorporating many ideas to remove
the limitations of Contrastive learning. It uses a teacher-student setup, which re-
moves the need of negative pairs and increased batch size. We implement and adapt
DINO framework for time series (Figure 14).

Motivation for DINO. DINO integrates multiple innovations from self-supervised
learning in computer vision, addressing limitations of contrastive learning. Unlike
contrastive methods, which often require large batch sizes to increase task complex-
ity, DINO effectively bypasses this need and allows techniques like gradient accu-
mulation. Additionally, DINO excels at capturing both local and global information
in a more explicit and structured manner, an area where contrastive learning can
fall short. As a result, DINO has consistently outperformed contrastive learning
approaches in computer vision tasks, making it a great choice for improving self-
supervised learning.
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Figure 14: DINO training pipeline

DINO learning pipeline. More specifically, we define two sets of transformations:
global transformations T glob and local transformations T local, that introduce vari-
ations to which the learned foundation model should be invariant to. Local and
global transformations correspond to cropping at different scales (typically, global
views correspond to crops that keep more than 50% of the data while local crops
keep less than 50%). At each step, given data point x, a local or a global view
xi and a global view xj of x. The student and the teacher networks respectively
output a distribution vector pi and pj. Before applying the softmax operation in
the teacher network, we include a centering step to prevent representation collapse.
This centering is achieved using Sinkhorn-Knopp (SK) batch normalization [30].
Additionally, a stop-gradient operation is applied to pj. The student network is
then trained to match the teacher’s output distribution using a cross-entropy loss.
The teacher’s weights are updated as a moving average of the student’s weights.
This teacher-student framework limits gradient computation to a single branch. For
further details, refer to the pseudocode (Alg. 1).

6.2 Implementation choices and motivation

Single channel encoders. We focus on single channel encoders in this study,
following the approach of previous works such as [17] and [18]. Single channel en-
coders offer several advantages. First, they provide more flexibility for downstream
tasks, as the model can easily adapt to a wide variety of input data. Second, they
effectively augment the data by treating each channel as an independent view, thus
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Algorithm 1 DINO PyTorch pseudocode
Input: Student and teacher networks gs, gt, teacher momentum rate l
Initialization: gt.params = gs.params

for x in loader do ▷ Load a minibatch x with n samples
xglob
i , xloc

i ← tglob(x), tloc(x) ▷ Random global and local views for the student
xglob
j ← tglob(x) ▷ Random global view for the teacher

zglobi , zloci ← gs(xglob
i ), gs(xloc

i ) ▷ Student outputs
zglobj ← SKC(gt(xglob

j )) ▷ Teacher output with SK centering
zglobj ← zglobj .detach() ▷ Stop gradient for the teacher
lossloc ← Crossentropy(zglobj , zloci )

lossglob ← Crossentropy(zglobj , zglobi )

loss← 1
2
× lossloc + 1

2
× lossglob

loss.backward() ▷ Back-propagate through student network
Update student and teacher
update(gs) ▷ Update student using SGD
gt.params← l × gt.params+ (1− l)× gs.params ▷ Momentum update for

teacher
end for

increasing the available training data. This also allows for the use of different chan-
nels as distinct views of the same data, helping the model to capture richer, more
diverse representations for both contrastive and DINO learnings. Then as BIOT
tokenizer [23] contenates channels on time dimension, it greatly reduces the com-
pute complexity of the architecture. Lastly, even with single channel encoders, it
is possible to combine the embeddings from different channels for the downstream
task, enabling the extraction of complementary information.

No channel embedding. We decided to modify BIOT tokenizer [23], excluding
the channel embedding from the transformer architecture. This decision was based
on preliminary findings that indicated the channel embedding had little impact on
sleep staging performance. Additionally, the variability in channel structures across
different datasets complicates model transferability, making it challenging to apply
the model to new studies with different channel configurations. This approach aligns
with the need for greater generalization across various datasets. It also makes the
contrastive task more challenging, as the model may need to learn how to encode
channel-specific information directly from the time series data, rather than relying
on pre-defined channel embeddings.

[CLS] token. As previously mentioned, we use the [CLS] token as the aggregation
function, which is a widely adopted choice in the literature. However, recent studies,
such as Zhai et al. [37], suggest that mean average pooling over the output tokens
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can achieve comparable performance. In future work, the aim is to replace the [CLS]
token with mean average pooling, as it offers greater flexibility in the output scale.
For instance, our three downstream tasks operate with one annotation per 30-second
epoch, but the signal quality task requires annotations every second. This issue also
arises when working with multiple epochs of 30 seconds. Given these challenges,
future approaches should prioritize mean average pooling to better accommodate
varying temporal resolutions and enhance generalization across tasks.

Architectures choice. Beacon Biosignals predominantly utilizes CNN architec-
tures, such as USleep [13], in their production models. Research on self-supervised
learning pipelines, such as the work by Chen et al. [25], advocates for the use of
more expressive architectures. Transformers, in particular, have demonstrated su-
perior expressivity and scalability compared to CNNs. Based on this, we perform
experiments with both the USleep architecture and a Transformer architecture. In
contrast to BIOT [23], we choose a Vanilla Transformer over Linformer. This choice
is motivated by the significant reduction in input sequence length after switching
to single-channel models, as well as the observation that the Vanilla Transformer
outperforms Linformer in fully supervised settings. The USleep and Transformer
architectures contain 5.1 and 5.3 million parameters, respectively. USleep consists
of 11 convolutional encoder layers and 10 convolutional decoder layers with residual
concatenation, while the Transformer comprises 4 transformer encoder layers with
a hidden dimension of 256.

Preprocessing and augmentations We preprocess the EEG data following Bea-
con Biosignals’ approach. This involves applying a bandpass filter between 0.4 and
35 Hz and using notch filters at 50, 60 and 62.5 Hz to remove electrical noise.
The signals are resampled at 100 Hz and standardized to ensure consistency and
improve model performance. The approach varies based on the training objective
and architecture. Below is a description of the contrastive and DINO augmentation
techniques used for the Transformer and USleep architectures:

• Contrastive Augmentation for Transformer:

– Random Channel Selector: Select one random channel, applying con-
trastive learning on two different channels.

– Short-Time Fourier Transform (STFT) using Hamming windows with
parameters nfft = 100 and nhop = 50.

– Segment Masking: For a uniformly chosen proportion p between 0% and
95%, each token has a probability p of being masked.

For USleep, the same random channel selector is applied. Instead of using
STFT, raw data is passed directly to the model. Masking is done by replacing
data points with Gaussian noise. Unlike BIOT [23], we employ a standard
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contrastive learning pipeline with augmentations on both branches, as a pre-
liminary study indicated better sample efficiency.

• DINO Augmentation for Transformer:

– 2 Global and 8 Local Views:

∗ Global views: Out of 3000 data points, crops are made at 1000, 1500,
or 2000 data points.

∗ Local views: Crops are made at 100, 200, 300, or 500 data points.

– Channel Selector: Randomly select one channel.

– Same STFT as for contrastive learning.

Similar changes are applied for USleep to maintain consistency across archi-
tectures.

Implementation details. DINO teacher updates updates uses a momentum m
with a cosine scheduler from 0.9995 to 1. All architectures are trained with a similar
training schedule: Same number of seen samples, learning rate at batch size 1024
is set to 0.001 for transformer and 0.01 for Usleep. AdamW optimizer is used for
all experiments. All of them are trained with a Cosine scheduler with warmup: 20k
warmup steps, 200k total steps. The number of warmup steps, total number of steps
is adapted if the batch size has to be set lower. The learning rate is also adjusted if
that’s is the case.

6.3 Evaluation

During the training, we keep track of the RankMe [34] and the LiDAR [35] met-
rics. These two metrics are known to have great correlation with performances on
downstream tasks. The RankMe metric is used to estimate the quality of learned
representations by evaluating the "effective rank" of the embedding matrix. It is
calculated as the Shannon entropy of normalized singular values of the embedding
matrix. The RankMe reflects the distribution of information in the embedding
space—lower entropy indicates more collapsed representations, while higher entropy
suggests richer representations. LiDAR evaluates the "effective rank" of the Linear
Discriminant Analysis matrix, which is computed from the embeddings of different
views of the same data point.

Evaluation is conducted on three tasks: PSG staging, Dreem staging, and on-
head analysis (see the datasets section for details). For PSG staging, we assess
performance under different data regimes, specifically with 10, 100, and 1,000 train-
ing recordings. For Dreem staging, we follow a leave-one-out dataset strategy, as
commonly used at Beacon Biosignals. For the on-head algorithm, we adopt a multi-
scale approach, using 2, 23, and 235 training recordings. These three tasks enable
us to evaluate the trained foundation models across varying data regimes, tasks,
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and data distributions. For each task, we assess the performance using three meth-
ods: k-nearest neighbors (k-NN) trained on the learned features, linear probing, and
fine-tuning. k-NN is computationally inexpensive, linear probing requires moderate
tuning and training time, while fine-tuning is more resource-intensive. For PSG and
Dreem staging, we present both Accuracy and Cohen’s Kappa. For the on-head
algorithm, we emphasize the F1-score as the primary evaluation metric.

6.4 Experiments and results

Before scaling up the data and architectures, scaling laws (as discussed in the litera-
ture review) indicate that improvements observed at smaller scales will generalize to
larger scales. Therefore, we begin by experimenting with 1,000 pretraining record-
ings. Next, we conduct a series of experiments using DINO. Finally, we scale up to
30,000 recordings and use larger architectures for further experimentation. Lastly,
we make a brief analysis of RankMe and Lidar metrics. The experiments related to
hyperparameter tuning for linear probing and fine-tuning are detailed in Appendix
B.

6.4.1 Pretraining with 1,000 recordings

Results on PSG Staging. In low-data settings with 10 and 100 labeled recordings,
all pretrained models outperform fully supervised models significantly (Figure 15).
As expected, transfer learning helps to reduce overfitting. Among the models, the
contrastive transformer delivers the best performance (Table 5). After fine-tuning,
we observe only a 3% decrease in accuracy compared to full supervision, despite
using just 5% of the labeled data required for fully supervised training (Section
5.1.3).

(a) KNN accuracy. (b) Linear probing accuracy. (c) Fine-tuning accuracy.

Figure 15: Performance comparison on PSG staging of models pretrained with
1,000 recordings. Transformer-sleep corresponds to the fully supervised model.

Results on Dreem staging and Onhead detection. Knn and linear probing
results on Dreem staging ensure that the models learn general EEG features that are
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Model Name n_records = 10 n_records = 100 n_records = 1,000
Accuracy Kappa Accuracy Kappa Accuracy Kappa

contrastive-transfo-lp 0.6875 0.5676 0.7706 0.6880 0.7256 0.6216
contrastive-unet-lp 0.4864 0.3050 0.6524 0.5142 0.6409 0.4913
dino-transfo-lp 0.5080 0.1750 0.7422 0.6513 0.7229 0.6175
dino-unet-lp 0.3059 -0.1045 0.6755 0.5338 0.7204 0.5955
contrastive-transfo-ft 0.7197 0.6169 0.7498 0.6607 0.7907 0.7123
contrastive-unet-ft 0.5849 0.4140 0.7453 0.6537 0.7530 0.6663
dino-transfo-ft 0.6106 0.4858 0.7618 0.6750 0.7519 0.6597
dino-unet-ft 0.5873 0.4483 0.6647 0.5379 0.6468 0.5139
transformer-sleep 0.4689 0.2609 0.6131 0.4044 0.7654 0.6808

Table 5: PSG staging linear probing (lp) and fine-tuning (ft) results with 1,000
pretraining recordings.

also useful for Dreem staging (Table 6). However, our models still fall significantly
short of the 85.9% accuracy achieved by the production models.

Model Name Knn Linear Probing Fine-tuning
Accuracy Kappa Accuracy Kappa Accuracy Kappa

contrastive-transfo 0.7120 0.5717 0.7293 0.6092 0.7700 0.6677
contrastive-unet 0.5665 0.3255 0.5525 0.3138 0.7348 0.6116
dino-transfo 0.6991 0.5570 0.7021 0.5665 0.7764 0.6781
dino-unet 0.6992 0.5554 0.6294 0.4401 0.7068 0.5796

Table 6: Dreem staging results with 1,000 pretraining recordings.

Model Name n_records = 2 n_records = 23 n_records = 235
contrastive-transfo 0.8338 0.9247 0.9757
contrastive-unet 0.5962 0.7835 0.9240
dino-transfo 0.8017 0.9291 0.9718
dino-unet 0.8172 0.4438 0.8037

Table 7: Onhead detection fine-tuning results (F1 scores).

We observe similar trends in the On-head detection task (Table 7), where the
contrastive-transformer model slightly outperforms the dino-transformer model. Yet,
even with the full dataset, we are far from reaching the 0.997 F1 score of the pro-
duction model.

Dreem staging dataset and Onhead detection dataset have respectively 249 and
235 training recordings which should still be in the range where pertaining miti-
gates overfitting. One potential reason for this discrepancy may be the considerable
imbalance in the Dreem data used during pretraining, where Dreem data makes up
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less than 1% of the dataset, in contrast to PSG data. Additionally, for On-head de-
tection, the production models have access to accelerometer time series data, which
is not available to our EEG-only models.

Experiment conclusion. When fine-tuning (Figure 15c), the contrastive-transformer
model significantly outperforms all other models, including the fully supervised
model. Unet architecture falls short compared to transformer architecture despite
having equivalent number of parameters. This can be explained by the masking
strategy being more advantageous for the transformer as the Unet is fed with ran-
dom data while the transformer just does not see anything. The transformer archi-
tecture is also known to be more expressive because of its attention layers. We have
decided to focus on transformer-based architectures for the subsequent experiments,
as they demonstrate superior performance overall.

A notable trend emerges in the linear probing results (Figure 15b), where accu-
racy decreases as we increase the number of labeled recordings from 100 to 1,000.
This decline can likely be attributed to the embeddings not being linearly separable,
which makes it harder for the linear probe to perform well with larger datasets.

6.4.2 Experiments on DINO and weight decay with 1,000 recordings

Even though contrastive learning shows slightly better results than DINO, we opted
to conduct further experiments with DINO using 1,000 recordings. This choice
is motivated by DINO’s scalability compared to contrastive learning. The latter
depends on large batch sizes to generate numerous negative pairs, which becomes
computationally expensive. As we plan to scale up to longer sequences and larger ar-
chitectures, DINO’s learning approach offers an advantage by not requiring negative
pairs, allowing for the use of gradient accumulation when necessary. Moreover, we
believe that DINO is better at capturing local and global features as it is explicitly
trained to do so.

Upon a closer review of the original DINO implementations [29, 30], we note that
they employ weight decay schedulers that start with a low weight decay of 0.004,
gradually increasing to 0.4 with a Cosine schedule. In contrast, the contrastive
learning method [25] only utilizes a low weight decay throughout. Furthermore,
Kaplan et al. [36] recommend using a low weight decay for the backbone and a
higher one for the projection heads during pretraining. We test both strategies and
evaluate their performance on DINO. The weight decay scheduler enhances the fine-
tuning accuracy (Figure 16), bringing the performance of dino-transformer-wd in line
with that of contrastive-transformer (Figure 16b). For the remainder of the study,
we will refer to dino-transformer-wd simply as dino-transformer, in alignment with
the original paper. The complete evaluation of all models is available in Appendix
C.
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(a) Linear Probing accuracy. (b) Fine-Tuning accuracy.

Figure 16: Effect of weight decay strategies on PSG staging downstream task.

Model Name n_records = 10 n_records = 100 n_records = 1,000
Accuracy Kappa Accuracy Kappa Accuracy Kappa

contrastive-transfo 0.7197 0.6169 0.7498 0.6607 0.7907 0.7123
dino-transfo 0.6106 0.4858 0.7618 0.6750 0.7519 0.6597
dino-transfo-untied-wd 0.5240 0.3561 0.7371 0.6412 0.7410 0.6474
dino-transfo-wd 0.6486 0.5107 0.7412 0.6522 0.7857 0.7039
transformer-sleep 0.4689 0.2609 0.6131 0.4044 0.7654 0.6808

Table 8: PSG staging with fine-tuning results for weight decay experiments.

6.4.3 Scaling up experiments

This section focuses on scaled-up experiments. Initially, we attempt to scale up
the dataset without altering the architecture, maintaining the same 4-layer vanilla
transformer with 8 heads and a latent space of 256, which results in a transformer
with 5M parameters. However, increasing the dataset size did not lead to improved
downstream performance (Table 9 and 10). Additional experiments, involving the
scaling of both the architecture and the dataset, are currently in progress. While
k-NN results clearly demonstrate the advantages of larger architectures, the fine-
tuning outcomes are less conclusive. Since we used the same hyperparameters for
fine-tuning the 25M parameter models as with the smaller ones, we believe that
optimizing the hyperparameters could lead to further improvements in fine-tuning
performance especially for DINO.
A complete evaluation of all pretrained models is available in Appendix C.
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Model Name n_records = 10 n_records = 100 n_records = 1,000
Accuracy Kappa Accuracy Kappa Accuracy Kappa

contrastive-transfo 0.6292 0.4718 0.7396 0.6243 0.7582 0.6518
contrastive-transfo-30k 0.5989 0.4468 0.7438 0.6353 0.7677 0.6697
contrastive-transfo-30k-25M 0.5724 0.4151 0.7542 0.6568 0.7793 0.6926
dino-transfo 0.6342 0.4727 0.7418 0.6275 0.7590 0.6538
dino-transfo-30k 0.5614 0.4003 0.7298 0.6122 0.7620 0.6607
dino-transfo-30k-25M 0.5675 0.3938 0.7430 0.6419 0.7714 0.6801
dino-transfo-wd 0.6414 0.4838 0.7342 0.6148 0.7547 0.6471

Table 9: PSG staging Knn results for scaled up experiments.

Model Name n_records = 10 n_records = 100 n_records = 1,000
Accuracy Kappa Accuracy Kappa Accuracy Kappa

contrastive-transfo 0.7197 0.6169 0.7498 0.6607 0.7907 0.7123
contrastive-transfo-30k 0.6699 0.5463 0.7517 0.6595 0.7703 0.6901
contrastive-transfo-30k-25M 0.6172 0.4645 0.7528 0.6660 0.8002 0.7249
dino-transfo 0.6106 0.4858 0.7618 0.6750 0.7519 0.6597
dino-transfo-30k 0.6917 0.5463 0.7354 0.6427 0.7750 0.6987
dino-transfo-30k-25M 0.5590 0.3715 0.6685 0.5572 0.7040 0.5981
dino-transfo-wd 0.6486 0.5107 0.7412 0.6522 0.7857 0.7039
transformer-sleep 0.4689 0.2609 0.6131 0.4044 0.7654 0.6808

Table 10: PSG staging fine-tuning results for scaled up experiments.

6.4.4 On the analysis of LiDAR and RankMe

We report the LiDAR [35] and RankMe [34] metrics (Figure 17), as they may play
a crucial role in model selection, particularly if a metric computable during the pre-
training phase becomes available. Contrastive models exhibit relatively low LiDAR
scores compared to DINO models, which does not correspond well with downstream
fine-tuning accuracies. The LiDAR score is highly sensitive to the augmentation
method used, which likely explains the lower scores observed for contrastive models.
As for RankMe, the results are inconclusive. For instance, dino-transfo-wd achieved
similar results to contrastive-transfo, yet there is a significant difference in their
RankMe scores.

6.4.5 Future directions

Scaling up the architecture. scaling up the architectures is crucial, as larger
models tend to perform better when trained on larger datasets [36]. The current
5M-parameter transformer is on the smaller end of the scaling curve, and moving
towards larger models could yield significant performance gains. Additional hyper-
parameter tuning may be required to fully leverage the capabilities of scaled-up
models.

More context length. Another avenue is training with longer sequences. EEG
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(a) LiDAR (b) RankMe

Figure 17: LiDAR and RankMe for 1000 recordings pretraining runs

data typically spans over several minutes, but working with 30-second windows
imposes limitations, likely forcing the model to focus on more local features. By
increasing the sequence length, we can potentially improve the efficiency of aug-
mentations and allow the model to capture more global patterns. Models in the
literature mostly focus on more than 30 epochs at a time for sleep staging as it
improves the staging accuracy [15]. Instead of pretraining with multiple epochs,
a fine-tuning head could be designed to take embeddings from multiple epochs as
input to predict the class labels for each epoch simultaneously. This approach could
be a straightforward way to explore the potential benefits of increasing input length
and may improve performance on tasks requiring more contextual information.

Cleaning of the dataset. A growing part of scaling works in both Nature language
processing [48] and Computer vision [30] focus on data quality rather than data
quantity. Especially in DINOv2, an ablation is done on data cleaning, showing that
having good data quality is crucial for the training of DINO (Figure 18). That
avenue is even more important as EEG data is likely to have low sample variation
compared to images.
Extanding Dreem pretraining data. As previously observed, our foundation
models underperform compared to production models, even when fine-tuned on the
same datasets. This discrepancy is likely due to the imbalance in the pretraining
dataset, which consists of 99% PSG data and only 1% Dreem data. Evaluating
the downstream performance of models pretrained on a larger share of Dreem data
would be valuable.
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Figure 18: DINOv2 [30] data cleaning ablation. DINOv2 with cleaning (blue) is
compared to without cleaning (Orange) and weakly supervised learning (Pink)

7 Conclusion
In this study, we explored the development of EEG foundation models, leveraging
recent advances in self-supervised learning techniques like contrastive learning and
DINO learning. Our results demonstrate the capability of these pretrained models
to generalize well on commonly used PSG data, achieving competitive performance
with fully supervised models while using significantly less annotated data. Specifi-
cally, the model trained with just 5% of the labeled dataset achieved only a 3% drop
in accuracy compared to fully supervised methods.

However, when applied to Dreem-acquired data, the model’s performance is less
remarkable, reaching 81% accuracy compared to 85% from existing production mod-
els. This discrepancy can largely be attributed to the underrepresentation of Dreem
data in the pretraining set, which accounted for less than 1% of the total data used.

Despite these limitations, the foundation models present promising potential.
By incorporating more Dreem-specific data and refining the pretraining strategies,
the models’ performance could be significantly improved. Moving forward, scaling
up both the architectures and training sequences will be critical to unlocking the
full potential of these models in more specialized EEG tasks.
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B Fine-tuning and linear probing tuning experiments

A Exploring contrastive learning with BIOT
Before transitioning to larger models with more computational resources, we per-
formed a series of experiments to inform our parameter choices. We pretrained
BIOT [23], aiming to stay as close as possible to the original paper. Our investiga-
tion focused on several key factors:

• Filtering EEG: Applying a bandpass filter between 0.4 and 35 Hz, along
with notch filters to remove electrical noise.

• Using channel embeddings: This serves two purposes—first, it simplifies
the application of the foundation model since EEG channels are often incon-
sistent, and second, it adds complexity to the learning task.

• Increasing the signal masking proportion: The masking probability is
drawn uniformly between 0 and the "masking proportion," resulting in an
average of "masking proportion/2" data points being masked.

• Increasing batch size: This was done to increase the difficulty of the pre-
training task.

Batch Size Filtering EEG Channel Embeddings Masking Proportion Knn accuracy Knn F1 score
64 No Yes 0.5 0.73 0.63
64 Yes Yes 0.5 0.74 0.65
64 Yes No 0.5 0.74 0.65
256 Yes No 0.95 0.75 0.66

Table 11: Preliminary study on various hyperparameters.

B Fine-tuning and linear probing tuning experiments

Experiments were conducted on the DINO Transformer model, pretrained with 1,000
recordings on PSG staging.

Linear Probing. As outlined in the DINO paper [29], linear probing achieves
better performance when using a cosine learning rate scheduler with warmup and
appropriate augmentations. These techniques help optimize the model’s use of the
pretrained representations, providing better accuracy during evaluation.

Fine-Tuning. Fine-tuning requires careful parameter adjustment. As noted in the
DINO paper, pretrained models are challenging to fine-tune effectively. In compar-
ison, we found contrastive models easier to tune. Our fine-tuning process involved
several steps:
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C Full results

• We initially conducted a learning rate sweep across values [0.0001, 0.0005,
0.001, 0.01, 0.1], but this yielded poor results.

• Experimenting with a fine-tuning scheduler, we adopted a strategy of gradually
unfreezing the layers while using low learning rates to prevent overwriting the
learned representations too quickly.

• Using a large batch size of 1024 (similar to the pretraining phase) and a cosine
learning rate schedule with warmup, we found that a learning rate of 5e-5,
which is more than 10 times lower than the one used during training, led to
improved performance.

• While augmentations were helpful during fine-tuning, they did not provide
significant improvements for linear probing.

• Contrary to many papers that suggest using no weight decay and the SGD
optimizer during the fine-tuning phase, we achieved our best results with the
AdamW optimizer and a low weight decay of 1e-4. Removing weight decay led
to rapid overfitting.

• We also verified that the same set of hyperparameters was effective across
different tasks and models. However, it remains uncertain if further tuning of
individual models would result in additional improvements.

C Full results

Model Name n_records = 10 n_records = 100 n_records = 1,000
Accuracy Kappa Accuracy Kappa Accuracy Kappa

contrastive-transfo 0.6292 0.4718 0.7396 0.6243 0.7582 0.6518
contrastive-transfo-30k 0.5989 0.4468 0.7438 0.6353 0.7677 0.6697
contrastive-transfo-30k-25M 0.5724 0.4151 0.7542 0.6568 0.7793 0.6926
contrastive-unet 0.5449 0.3682 0.6676 0.5179 0.6888 0.5490
dino-transfo 0.6342 0.4727 0.7418 0.6275 0.7590 0.6538
dino-transfo-30k 0.5614 0.4003 0.7298 0.6122 0.7620 0.6607
dino-transfo-30k-25M 0.5675 0.3938 0.7430 0.6419 0.7714 0.6801
dino-transfo-untied-wd 0.6389 0.4834 0.7369 0.6194 0.7555 0.6480
dino-transfo-wd 0.6414 0.4838 0.7342 0.6148 0.7547 0.6471
dino-unet 0.6102 0.4383 0.7391 0.6229 0.7549 0.6475

Table 12: PSG staging Knn results.
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C Full results

Model Name n_records = 10 n_records = 100 n_records = 1,000
Accuracy Kappa Accuracy Kappa Accuracy Kappa

contrastive-transfo 0.6875 0.5676 0.7706 0.6880 0.7256 0.6216
contrastive-transfo-30k 0.6772 0.5650 0.7404 0.6435 0.7518 0.6673
contrastive-transfo-30k-25M 0.6010 0.4554 0.7788 0.7022
contrastive-unet 0.4864 0.3050 0.6524 0.5142 0.6409 0.4913
dino-transfo 0.5080 0.1750 0.7422 0.6513 0.7229 0.6175
dino-transfo-30k 0.5353 0.3617 0.6704 0.5351 0.7002 0.5836
dino-transfo-30k-25M 0.5590 0.3667 0.6695 0.5843
dino-transfo-untied-wd 0.5777 0.4042 0.7102 0.6017 0.7443 0.6458
dino-transfo-wd 0.4941 0.3019 0.7132 0.5910 0.7048 0.5898
dino-unet 0.3059 -0.1045 0.6755 0.5338 0.7204 0.5955

Table 13: PSG staging linear probing results.

Model Name n_records = 10 n_records = 100 n_records = 1,000
Accuracy Kappa Accuracy Kappa Accuracy Kappa

contrastive-transfo 0.7197 0.6169 0.7498 0.6607 0.7907 0.7123
contrastive-transfo-30k 0.6699 0.5463 0.7517 0.6595 0.7703 0.6901
contrastive-transfo-30k-25M 0.6172 0.4645 0.7528 0.6660 0.8002 0.7249
contrastive-unet 0.5849 0.4140 0.7453 0.6537 0.7530 0.6663
dino-transfo 0.6106 0.4858 0.7618 0.6750 0.7519 0.6597
dino-transfo-30k 0.6917 0.5463 0.7354 0.6427 0.7750 0.6987
dino-transfo-30k-25M 0.5590 0.3715 0.6685 0.5572 0.7040 0.5981
dino-transfo-untied-wd 0.5240 0.3561 0.7371 0.6412 0.7410 0.6474
dino-transfo-wd 0.6486 0.5107 0.7412 0.6522 0.7857 0.7039
dino-unet 0.5873 0.4483 0.6647 0.5379 0.6468 0.5139
transformer-sleep 0.4689 0.2609 0.6131 0.4044 0.7654 0.6808

Table 14: PSG staging fine-tuning results.

Model Name Knn Linear Probing Fine-tuning
Accuracy Kappa Accuracy Kappa Accuracy Kappa

contrastive-transfo 0.7120 0.5717 0.7293 0.6092 0.7700 0.6677
contrastive-transfo-30k 0.7075 0.5685 0.7513 0.6457 0.7589 0.6581
contrastive-transfo-30k-25M 0.6763 0.5237 0.8123 0.7456
contrastive-unet 0.5665 0.3255 0.5525 0.3138 0.7348 0.6116
dino-transfo 0.6991 0.5570 0.7021 0.5665 0.7764 0.6781
dino-transfo-30k 0.6683 0.4961 0.6147 0.3875 0.7450 0.6378
dino-transfo-30k-25 0.6491 0.4791 0.7174 0.6144
dino-transfo-untied-wd 0.7009 0.5593 0.6583 0.5123 0.7522 0.6459
dino-transfo-wd 0.6952 0.5419 0.7218 0.5620 0.7506 0.6503
dino-unet 0.6992 0.5554 0.6294 0.4401 0.7068 0.5796

Table 15: Dreem staging results.
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C Full results

Model Name n_records = 23 n_records = 235
F1 PPV Sensitivity Specificity F1 PPV Sensitivity Specificity

contrastive-transfo 0.9116 0.8480 0.9855 0.5335 0.9542 0.9304 0.9793 0.8425
contrastive-transfo-30k 0.9073 0.8390 0.9878 0.5368 0.9565 0.9361 0.9779 0.7908
contrastive-unet 0.8523 0.7677 0.9579 0.2398 0.8417 0.8108 0.8750 0.5728
dino-transfo 0.9079 0.8391 0.9889 0.4854 0.9455 0.9243 0.9677 0.7830
dino-transfo-30k 0.9137 0.8521 0.9848 0.5514 0.9556 0.9463 0.9651 0.8313
dino-transfo-untied-wd 0.9125 0.8478 0.9879 0.4850 0.9482 0.9355 0.9613 0.8225
dino-transfo-wd 0.8887 0.8115 0.9822 0.5123 0.9433 0.9280 0.9592 0.8232
dino-unet 0.9081 0.8688 0.9512 0.6355 0.9433 0.9208 0.9669 0.7671

Table 16: Onhead detection Knn results.

Model Name n_records = 2 n_records = 23 n_records = 235
F1 PPV Sensitivity Specificity F1 PPV Sensitivity Specificity F1 PPV Sensitivity Specificity

contrastive-transfo 0.5355 0.6591 0.4509 0.0000 0.8133 0.6855 0.8679 0.0181 0.9331 0.9314 0.9347 0.8556
contrastive-transfo-30k 0.6929 0.8639 0.5785 0.7895 0.9291 0.9248 0.9334 0.8439 0.9644 0.9736 0.9555 0.9347
contrastive-unet 0.6379 0.6912 0.5923 0.0000 0.6993 0.7117 0.6874 0.0025 0.7464 0.7101 0.7866 0.2758
dino-transfo 0.3574 0.6594 0.2305 0.1971 0.9147 0.8651 0.9704 0.6307 0.9440 0.9566 0.9318 0.9061
dino-transfo-30k 0.6339 0.5818 0.5778 0.0000 0.9223 0.9345 0.9104 0.8150 0.9332 0.9272 0.9394 0.8415
dino-transfo-untied-wd 0.7103 0.7874 0.6470 0.6010 0.9187 0.8959 0.9427 0.7216 0.9489 0.9520 0.9460 0.8822
dino-transfo-wd 0.7195 0.5619 0.7156 0.0000 0.9376 0.9461 0.9292 0.8823 0.9340 0.9279 0.9401 0.8058
dino-unet 0.0552 0.6260 0.0287 0.0000 0.6215 0.7111 0.5260 0.0000 0.7674 0.7044 0.8427 0.3035

Table 17: Onhead detection linear probing results.

Model Name n_records = 2 n_records = 23 n_records = 235
F1 PPV Sensitivity Specificity F1 PPV Sensitivity Specificity F1 PPV Sensitivity Specificity

contrastive-transfo 0.6220 0.6983 0.5976 0.2918 0.9396 0.9792 0.9031 0.9382 0.9690 0.9658 0.9723 0.9017
contrastive-transfo-30k 0.4157 0.7596 0.2861 0.8157 0.9556 0.9928 0.9211 0.9807 0.9758 0.9904 0.9617 0.9765
dino-transfo 0.6707 0.6488 0.7025 0.2101 0.9362 0.9690 0.9057 0.9332 0.9484 0.9722 0.9257 0.9343
dino-transfo-30k 0.6520 0.7960 0.5522 0.6526 0.9307 0.9766 0.8888 0.9431 0.9527 0.9715 0.9347 0.9328
dino-transfo-untied-wd 0.8502 0.7413 0.9965 0.0029 0.9108 0.9833 0.8482 0.9584 0.9632 0.9652 0.9612 0.9119
dino-transfo-wd 0.6891 0.6604 0.7205 0.0669 0.9349 0.9834 0.8910 0.9568 0.9594 0.9718 0.9473 0.9191
dino-unet 0.0862 0.7490 0.0473 0.9644 0.8505 0.8353 0.8663 0.4687 0.8175 0.7832 0.8552 0.4290

Table 18: Onhead detection fine-tuning results.
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